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Abstract: This study examines the governance gap that has emerged from the rapid adoption
of artificial intelligence in Islamic finance, particularly in credit scoring, sukitk pricing, and
takaful underwriting, where black-box machine learning models generate decisions whose
opacity raises substantive concerns under the Shari ‘ah principles of ‘adl, rida’, amanah, and
contractual transparency, and introduces a form of uncertainty analogous to gharar that
weakens Shari‘ah auditability. The research problem addressed is the absence of an
operational governance framework that integrates Explainable Al (XAl) techniques with
Islamic jurisprudential epistemology, since existing XAl tools such as LIME and SHAP were
not designed with reference to maqasid al-shari ‘ah reasoning. The study adopts a qualitative
doctrinal research design combined with conceptual framework development, drawing on
Imam al-Sarakhsi's Al-Mabsiit as the primary classical source and supplementing the doctrinal
analysis with two illustrative case studies on sukitk pricing and takaful underwriting. The main
findings indicate that four jurisprudential principles reconstructed from al-Sarakhsi's
mu ‘amalat theory, namely bayan, daf” al-darar, yaqin, and maslahah, can be operationalised
into a three-layer interpretive structure comprising probabilistic bayan, justificatory ta ‘lil, and
maslahah-based evaluation, which together form the proposed Magqasid-Explainability
Governance Model (MEGM). The author's analysis suggests that layered interpretability can
satisfy certain auditability requirements articulated by AAOIFI and IFSB that conventional
XAI approaches, when applied in isolation, may not fully meet, and that explainability in
Islamic finance should be understood not merely as a technical preference but as a fiduciary
obligation. The study concludes that al-Sarakhsi's mu ‘amalat theory provides a working
Jjurisprudential foundation for ethical Al governance, and recommends that Islamic financial
institutions, Shari‘ah committees, and regulators adopt the MEGM as a structured tool for
auditing automated decision-making systems.
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1. Introduction

The integration of artificial intelligence into Islamic financial services has accelerated faster
than the jurisprudential infrastructure required to govern it. Across the global Islamic finance
industry, machine learning models are now being deployed to support credit scoring decisions,
to assist in sukiitk pricing, to assess underwriting risk in takaful contracts, and to flag potentially
non-compliant transactions for Shari‘ah review (IFSB, 2020, 2024; AAOIFI, 2023; Shalhoob,
2025). Industry data confirm that Al is already embedded in Islamic banking operations: an
IFSB survey reports identity verification (67 per cent), chatbots and virtual assistants (56 per
cent), and digital-footprint analysis (44 per cent) as the most common applications (IFSB,
2025). The sector in which these tools operate is itself substantial and concentrated: global
Islamic finance assets reached USD 3.88 trillion at the end of 2024, a 14.9 per cent year-on-
year increase (IFSB, 2025; ICD-LSEG, 2025), with the Gulf Cooperation Council accounting
for 53.1 per cent of those assets and the East Asia and Pacific region a further 21.9 per cent,
with activity concentrated in jurisdictions with established Shari‘ah supervisory architectures
(Bank Negara Malaysia, 2019). Within those jurisdictions, recent scholarship in this journal
has identified persistent operational gaps in Shari‘ah audit practice across institutional sectors
(Kamaruddin et al., 2024) and has examined how Shari‘ah committees interact with fintech
innovation in Islamic banks (Mohd Haridan et al., 2023); the present study extends that line of
inquiry from product-level review to algorithmic decision-making review. This trajectory
raises a governance question that is jurisprudentially urgent: when a model whose internal logic
is opaque produces a decision that affects a Muslim contracting party, can that decision satisfy
the conditions of a valid mu ‘amalah under classical Shari‘ah doctrine?

The concern is concrete. Opacity in algorithmic decision-making cuts against several
foundational principles of figh al-mu ‘amaldt. The requirement of ‘ad/ (justice) demands that
the parties to a contract be treated equitably and on terms whose grounds are knowable; the
principle of rida " (informed consent) presupposes that consent is given on the basis of adequate
disclosure; the doctrine of amanah (fiduciary trust) imposes on the institution a duty to act with
transparency toward those whose interests it manages; and the prohibition of gharar restricts
the validity of contracts whose material terms are concealed in excessive uncertainty (al-
Zuhayli, 2002; Kamali, 2000, 2007; Al-Suwailem, 2006). When the institution itself cannot
reconstruct why its model produced a particular decision, these principles are not merely
strained but structurally compromised; the broader literature has documented this opacity as a
feature of the machine-learning techniques themselves (Pasquale, 2015; Burrell, 2016).

A parallel literature in computer science, generally referred to as Explainable Artificial
Intelligence or XAl, has developed in response to similar concerns in secular contexts (Arrieta
et al., 2020; Guidotti et al., 2018). Techniques such as Local Interpretable Model-agnostic
Explanations (LIME) and SHapley Additive exPlanations (SHAP) generate post-hoc
approximations of how a model arrived at a particular output, identifying the features that most
influenced the decision (Ribeiro et al., 2016; Lundberg & Lee, 2017), and have been applied
to financial tasks including fraud detection and lending (Awosika et al., 2024; Babaei et al.,
2023). The conceptual status of such post-hoc methods is, however, contested: Rudin (2019)
argues that high-stakes decisions should rely on inherently interpretable models rather than on
post-hoc explanations of opaque ones, while methodological surveys note that the field still
lacks agreed criteria for what makes an explanation adequate (Doshi-Velez & Kim, 2017;
Lipton, 2018; Molnar, 2022; Saced & Omlin, 2023). A related strand in Al ethics has converged
on broadly shared principles of transparency and accountability (Floridi et al., 2018; Jobin et
al., 2019), yet has also cautioned that high-level principles alone cannot determine concrete

570



obligations in a particular domain (Mittelstadt, 2019; Mittelstadt et al., 2016), and that a
meaningful right to explanation requires institutionally specified standards rather than technical
outputs alone (Selbst & Powles, 2017; Selbst & Barocas, 2018; Wachter et al., 2018). While
these techniques and frameworks have meaningfully reduced technical opacity, they were not
designed with reference to Islamic jurisprudential epistemology, and they do not address the
normative question of whether an explanation is jurisprudentially adequate. A SHAP
attribution that satisfies a data scientist may leave a Shari’ah committee unconvinced, and the
distance between the two is conceptual rather than terminological.

The literature situated at the intersection of these concerns remains thin. Recent work on
Al ethics in Islamic finance has tended to address Shari‘ah compliance at the product level
rather than at the level of algorithmic decision-making (Mohamed & Ali, 2018; Bin-Nashwan
et al., 2022). The broader magasid al-shari ‘ah literature has been productively renewed by
Auda (2008), Kamali (2008), and El-Mesawi’s rendering of Ibn ‘Ashiir (2006), and has been
applied to the architecture of Islamic finance by Laldin and Furqani (2013) and to its
contemporary governance and fintech challenges by the contributors to Oseni and Ali (2019),
but operational application to algorithmic governance has not yet been attempted. The classical
sources of figh al-mu ‘Gmalat remain underexploited in this respect; Imam al-Sarakhst’s A/-
Mabsiit, the most comprehensive Hanafi treatment of contractual jurisprudence, has been cited
in passing in contemporary Islamic finance scholarship but has not been used as the principal
framework for Al governance. This paper takes that step.

Three research objectives organise the inquiry. First, the study seeks to identify, from al-
Sarakhst’s A/-Mabsiit, the jurisprudential principles most directly relevant to the governance
of automated decision-making, with particular attention to bayan (clarity), daf” al-darar (harm
prevention), yaqin (legal certainty), and maslahah (public welfare). Second, the study seeks to
operationalise these principles into a governance framework that interfaces with existing
Explainable AI techniques, producing the Maqasid-Explainability Governance Model
(MEGM). Third, the study seeks to assess, through two illustrative case applications, whether
the proposed model satisfies the auditability requirements articulated by AAOIFI and IFSB
more fully than conventional XAl deployed in isolation.

The remainder of the paper proceeds as follows. The next section sets out the
methodological commitments of the study. The third section develops the theoretical
foundation by reconstructing the four governance principles from al-Sarakhs1’s 4/-Mabsiit. The
fourth section presents the Maqasid-Explainability Governance Model in architectural detail.
The fifth section applies the model to sukitk pricing and takdaful underwriting through
illustrative case analyses. The sixth section discusses implications for AAOIFI and IFSB
alignment, Shari'ah governance practice, and magqdasid theory more broadly. The paper closes
with a summary of contributions, an acknowledgement of limitations, and three directions for
future research.

2.  Methodology

This study adopts a qualitative research design that combines doctrinal analysis of classical
Islamic legal texts with conceptual framework development, broadly in the spirit of design
science research (Hevner et al., 2004; Peffers et al., 2007), although the study stops short of
the empirical artefact-evaluation that the design science paradigm requires and is therefore best
characterised as a doctrinal-conceptual study rather than a full design science project. The
doctrinal dimension of the methodology follows the conventions articulated by Hutchinson and
Duncan (2012), in which the primary data of the research are authoritative texts whose

571



meanings are reconstructed through interpretive engagement rather than through empirical
observation. The study makes no claim to empirical validation: its output is a conceptual
artefact, and the case applications in Section 5 are illustrative demonstrations of the
framework’s internal logic rather than tests of its effectiveness in deployment.

The primary classical source is Imam al-Sarakhsi’s A/-Mabsiit, consulted in the Dar al-
Ma rifah Beirut edition (1993) in thirty volumes. The Hanafi school is selected over the Shafi ‘7,
Maliki, and Hanbali schools for two reasons. First, the Hanafi tradition offers the most
developed treatment of contractual epistemology and the doctrine of bayan, which is directly
relevant to the question of explanation in automated decision-making. Second, al-Sarakhsi’s
Al-Mabsiit 1s the most comprehensive single Hanafi treatment of mu ‘amalat in the classical
period, integrating jurisprudential reasoning with a level of doctrinal detail that few other works
of the period match (Nyazee, 2000; Hallag, 2009). Reading is focused on the sections of A/-
Mabsiuit most directly relevant to the research questions, namely Kitab al-Buyii ‘ (the Book of
Sales) and Kitab al-Istihsan (Juristic Preference), with cross-references to Kitab al-Ijarat
(Hire), Kitab al-Sharikah (Partnership), and Kitab al-Rahn (Pledge) where the argument
requires. The four governing principles examined below, namely bayan (disclosure), daf” al-
darar (harm prevention), yagin (the security of an established position), and maslahah (the
orientation of outcomes to legitimate interests), were selected because each corresponds to a
distinct epistemic or normative precondition of a valid mu ‘aGmalah that algorithmic opacity
directly threatens. The broader values of ‘ad/ (justice) and ridd’ (consent), invoked in the
introduction, operate at a higher level of abstraction and are, in al-Sarakhs1’s treatment, realised
through these more specific operative requirements rather than standing alongside them.

The analytical procedure unfolds in four stages. In the first stage, jurisprudential
principles relevant to contractual disclosure, harm prevention, certainty, and welfare are
extracted from the primary source through close reading. In the second stage, these principles
are reconstructed in a form suitable for application to algorithmic decision-making, with
explicit attention to the analogical reasoning required to extend a classical doctrine to a novel
object. In the third stage, the reconstructed principles are integrated with established XAI
techniques, principally LIME (Ribeiro et al., 2016) and SHAP (Lundberg & Lee, 2017), to
construct the Maqasid-Explainability Governance Model. In the fourth stage, the model is
applied to two representative cases in contemporary Islamic finance, namely sukiik pricing and
takaful underwriting, to assess its operational coherence and its alignment with established
Shart ah audit standards.

Three limitations are acknowledged at the outset. First, the case studies presented are
illustrative rather than empirical; the model awaits validation through field deployment in an
Islamic financial institution. Second, the doctrinal reading of al-Sarakhst advanced here is
interpretive and admits of alternative readings within the Hanafi school and across the four
Sunni schools more broadly. Third, the analogical extension of classical principles to
algorithmic decision-making, while methodologically defensible within the Hanafi tradition of
takhrij, remains a constructive rather than a direct application, and the limits of the analogy are
discussed explicitly in the theoretical section that follows.
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3.  Al-Sarakhs?’s Theory Of Mu‘amalat And The Jurisprudential Foundations Of
Algorithmic Governance

3.1 Al-Sarakhst and Al-Mabsiit in Context

Shams al-Din Abii Bakr Muhammad ibn Ahmad al-Sarakhst (d. circa 483/1090) is widely
regarded as one of the most authoritative Hanafi jurists of the classical period. His magnum
opus, Al-Mabsiit, was composed under extraordinary circumstances; according to the
traditional account, much of the work was dictated to his students from a well in Uzjand where
he had been confined for political reasons (Hallag, 2009; Calder, 1993). The work runs to thirty
volumes in modern editions and offers the most systematic treatment of mu ‘amalat in the
Hanafi corpus, integrating the rulings of earlier authorities such as Muhammad ibn al-Hasan
al-Shaybant with al-Sarakhsi’s own jurisprudential synthesis. Where al-Sarakhs1’s positions
can be triangulated with other classical Hanafi authorities such as al-Kasani (1986) and al-
Marghinanit (2006), the convergence is noted in support of the broader Hanafi position.

For the purposes of this study, three features of Al-Mabsiit are particularly relevant. First,
al-SarakhsT treats mu ‘@malat as a coherent jurisprudential domain in which contractual validity
depends on a configuration of epistemic and normative conditions rather than on a single
criterion. Second, his treatment of disclosure (bayan), harm avoidance (daf” al-darar), certainty
(yaqin), and welfare (maslahah) is consistently linked to the institutional context within which
contracting takes place, which makes his framework unusually well suited to governance
questions in which institutions, not only individuals, are the relevant agents. Third, the Hanafi
school’s acceptance of istihsan as a recognised juristic method opens space for the kind of
analogical reasoning by which classical principles can be extended to contemporary objects
such as algorithmic decision-making (Nyazee, 2000).

3.2 Bayan: The Obligation of Clarity in Contractual Relations

Within al-Sarakhst’s framework, bayan refers to the obligation that contractual parties make
material aspects of the transaction sufficiently clear to one another. A terminological
clarification is in order. In usil al-figh, bayan is a technical term for the clarification of legal
indicants (al-Sarakhst classifies its modes at length in his Usii/), and the present study uses
bayan in the applied, contractual sense that the same jurist develops in the law of sale, where
the duty of disclosure is at its most demanding. The principle is grounded in the Qur’anic
injunction concerning the writing of debts:

“O you who have believed, when you contract a debt for a specified term, write it down...
and let not the scribe refuse to write as Allah has taught him.” (Qur’an 2:282)

This verse, often called ayat al-mudayanah (the verse of contracting debt), is the longest
in the Qur’an and is treated by al-Sarakhst and other Hanafi authorities as the foundational
textual warrant for documentary and disclosure obligations in mu ‘amalat (al-Sarakhsi, 1993,
Vol. 12, Kitab al-Buyt®). The principle of bayan extends beyond mere writing to encompass
the substantive disclosure of the terms, conditions, and material features of the contract such
that the parties’ consent is genuinely informed. Where bayan is defective, the contract is
exposed to the defect of gharar and may be rendered invalid or rescindable.

Al-Sarakhst gives this obligation its sharpest expression in his treatment of the
murabahah (cost-plus resale), where the seller is held to a heightened standard of candour
regarding the basis on which the goods were acquired. He writes:
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“If a person has bought something on deferred terms (nasi’a), he may not sell it on a
murabahah basis until he discloses that he bought it on deferred terms; for the murabahah sale
is a sale of trust (bay * amana), one from which every suspicion and wrongdoing is excluded,
and in which every falsehood must be scrupulously guarded against. Even equivocal speech
(ma ‘arid al-kalam) carries an element of doubt, so it may not be resorted to in a murabahah
sale.” (al-Sarakhst, 1993, Vol. 13, p. 78, Kitab al-Buyii ‘, Bab al-Murabahah)

Carried over to algorithmic decision-making, the principle of bayan asks more of the
institution than the technical demand for explainability does. The institution deploying an
automated decision system is, in effect, the disclosing party to every contract that the system
mediates. If the institution cannot itself reconstruct why a particular decision was reached, then
the disclosure required by bayan has not in fact occurred, and the validity of the resulting
contract is open to question. It must be conceded that murabahah is a sale of trust (bay ‘ amana)
carrying disclosure duties heavier than those of an ordinary bargained sale (bay‘ al-
musawama), in which the seller need not reveal cost. The claim advanced here is therefore not
that every contract imposes murabahah-grade disclosure, but that an institution which deploys
a decision system on behalf of, and with material consequences for, those whose interests it
manages occupies a position analogous to the trustee in a bay ‘ amana, and is held by parity of
reasoning to the heightened standard that such a position attracts.

3.3 Daf" al-Darar: The Principle of Harm Prevention

The principle of daf* al-darar, the avoidance and removal of harm, is one of the five
foundational maxims (al-gawa ‘id al-kulliyyah al-khams) of Islamic jurisprudence (al-Zuhay]i,
2002; Heinrichs, 2002). Its textual basis is the well-known prophetic tradition:

“La darar wa la dirar” (There shall be no harm, nor reciprocation of harm). (Ibn Mdjah,
Sunan, no. 2340; al-Daraqutni, Sunan, no. 4540)

Al-Sarakhsi treats this maxim as operative across the entire field of mu ‘amalat,
generating affirmative duties to prevent reasonably foreseeable harm to contractual parties and
to third parties affected by the transaction (al-Sarakhsi, 1993). Crucially for the present
argument, the duty of daf” al-darar is not exhausted by avoiding intentional harm; it includes
the obligation to avoid harm that arises from negligence in the design, oversight, or execution
of the institution’s practices.

The principle takes concrete operational form in the murabahah chapter, where al-
Sarakhst makes the buyer’s need to repel harm the explicit operative cause for the option to
rescind when material information has been w1thheld at the moment of consent:

us}ejwba\w\ﬂu\rds‘,h uaﬂ\u,a\&w::\ \44\ b‘).\;‘;c c\.u\aa‘)e‘)ﬂ\\.m\d‘).ulﬂ\ uy \JAJ
)L\;j\dl.u.\.\\ JM\&JLA\‘L&;&S‘@JJJ&L&Mu\w)umﬂ‘wﬂ\w)dﬂ\djmdsﬂbm‘y@
“The buyer assumed the markup only on the strength of [the seller’s] report that he had
bought the item for himself at such-and-such a price; had he known that the purchase was on
deferred terms, he would not have wished to buy it for cash at that figure, let alone yield a
markup on top of it. So, by reason of his need to repel harm (daf” al-darar), we established for
him the option [to rescind].” (al-Sarakhsi, 1993, Vol. 13, p. 78, Kitab al-Buyii’, Bab al-
Murabahah)

Translated into the algorithmic setting, daf” al-darar forbids more than deliberate injury.
Deploying a decision system whose outputs may systematically disadvantage protected
categories of contracting parties, or whose error profile is unknown, is itself a harm-by-
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negligence the institution is bound to prevent. The principle therefore requires not only
explanation of individual decisions but ongoing monitoring of aggregate model behaviour for
patterns that would constitute darar.

3.4 Yaqin: The Principle of Legal Certainty

The principle of yagin is articulated in the celebrated juristic maxim:

“Al-yaqin la yuzal bi-sh-shakk” (Certainty is not displaced by doubt). (al-Suyiiti, al-
Ashbah wa al-Nazd'ir; cf. al-Sarakhst, 1993, Vol. 1)

Within al-Sarakhsi’s framework, yagin establishes a presumption of stability for legal
states once they are constituted, and it requires that this presumption be displaced only by
evidence rising to the level of certainty rather than mere doubt or conjecture (al-Suyiti, n.d.;
Nyazee, 2000). Al-Sarakhst applies this standard explicitly in the law of sale, refusing to allow
a blndrng contractual cla1m to rest on any eprsternlc bas1s weaker than certarnty

“If [the goods purchased together] are of dlﬁ‘erent klnds, he does not sell the remaznder
on a murabahah basis; for the apportionment of price across different kinds proceeds by
reference to value, and the path to knowing value is estimation and conjecture (al-hazr wa al-
zann), so the share of each kind in the price is not known with certainty (ma liiman yaqinan)
such that he could sell it on a murabahah basis.” (al-Sarakhst, 1993, Vol. 13, p. 81, Kitab al-
Buyii', Bab al-Murabahah)

The transfer to the algorithmic setting must be made with care, since Islamic commercial
law does not in general require certainty: most mu ‘amalat proceed lawfully on preponderant
probability (zann ghalib), and the judgement of a human underwriter or pricer has always been
probabilistic. The maxim does not demand that a decision be certain; it demands that an
established position not be displaced on a basis weaker than the doubt that purports to displace
it. Read in this way, the standard that transfers to algorithmic decision-making is not statistical
certainty but evidential traceability: where a model output adversely alters a contracting party’s
established position, the institution must be able to give an interrogable account of the basis on
which it did so, rather than appeal to an output it cannot itself reconstruct. So understood, yagin
does not duplicate hayan but complements it: the one concerns the security of an established
legal position, the other the adequacy of disclosure at the point of contracting.

3.5 Maslahah: The Principle of Public Welfare

The principle of maslahah refers to the protection and promotion of legitimate human interests,
ordered in the classical literature according to the hierarchy of daririyyat (necessities), hajivyat
(needs), and tahsiniyyat (improvements) (al-Shatibi, 1997; Auda, 2008; Asutay, 2012). Several
Qur’anic verses anchor the principle textually, among them:

“Allah intends for you ease and does not intend for you hardship.” (Qur’an 2:185)

“We have not sent you except as a mercy to the worlds.” (Qur’an 21:107)

Within Hanafi methodology, maslahah is closely associated with the doctrine of istihsan,
which permits the juristic departure from strict analogical reasoning where such departure
better realises the underlying objectives of the Shari‘ah (al-Sarakhsi, 1993; Kamali, 2008).
Anchoring this methodology in the same Qur’anic principle of yusr cited above, al-Sarakhsi

defines istihsan as a welfare-realising departure from strict analogy
u;ﬂ\@d...a\ JAJ.)"‘“"”.)"'“’J‘ J}M\ t_t\‘)hﬂ\ aJA d...a\a‘g u&hﬂds‘j\ﬁudh‘y‘}whﬂ\ dﬁuh}.\u‘}“
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“Istihsan is the abandonment of strict analogy (qiyas) and the adoption of what is more
conducive to people’s welfare ... the substance of these formulations is that it is the
abandonment of hardship in favour of facility (tark al- ‘usr li-I-yusr), and this is a foundational
principle in religion. ” (al-Sarakhst, 1993, Vol. 10, p. 145, Kitab al-Istihsan)

Finally, maslahah adds a further test: an Al system in Islamic finance must answer not
only for its technical accuracy but for how well it advances legitimate interests at the
appropriate level of the magasid hierarchy.

3.6 From Classical Principles to Algorithmic Governance

The application of these four classical principles to algorithmic decision-making is, by its
nature, analogical rather than direct. Al-Sarakhst did not write about machine learning models,
and any argument that purports to derive specific algorithmic governance rules from A/-Mabsiit
must be defended on methodological grounds. The defence advanced here rests on the Hanafi
tradition of takhrij al-furii® ‘ala al-usil, the disciplined extension of classical principles to
novel cases through reasoned analogy (Nyazee, 2000). The principles invoked here are
themselves abstract: bayan is the obligation to make material aspects of a transaction
sufficiently clear; daf" al-darar is the obligation to avoid foreseeable harm; yagin is the
obligation to ground adverse decisions in evidence rising to the level of certainty; and maslahah
is the obligation to advance legitimate interests in the appropriate order of priority. These
obligations do not depend on the technology of the decision instrument; they apply to any
institutional means of arriving at a decision that affects a contracting party. The argument that
follows therefore treats the Al system as a contemporary instance of a familiar jurisprudential
object, namely an institutional decision-making practice with consequences for the validity of
resulting contracts.

The analogical extension defended here on classical grounds is reinforced by the
contemporary systems approach to magasid advanced by Auda (2008), which treats the
Shari‘ah as an open, multi-dimensional, and purposeful system rather than a closed catalogue
of fixed-object rulings. On Auda’s account, the four governance principles reconstructed above
are expected to operate concurrently and to engage new social and technological environments,
including those that classical jurists did not anticipate, and the reorientation of magasid theory
from a protective to a developmental register further supports the constructive deployment of
these principles in the design of algorithmic governance instruments rather than their defensive
invocation alone (Auda, 2008, esp. chs. 5-6). The MEGM’s layered architecture is therefore
not only consistent with the Hanafi method of takhrij but with a contemporary magqasidr
methodology in which several principles constrain one another rather than displacing one
another in sequence.

4. The Magqasid-Explainability Governance Model (MEGM)
4.1 Architecture of the Model

The Magqasid-Explainability Governance Model proposed in this study is constructed as a
layered governance instrument that sits above existing Explainable Al techniques rather than
replacing them. The base of the model consists of the underlying machine learning system
whose decisions are subject to governance, typically a supervised classifier or regressor used
for credit scoring, sukitk pricing, takaful underwriting, or related applications. Above this
technical base sits an Explainability Layer, which generates post-hoc explanations of individual
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decisions through established techniques such as LIME and SHAP (Ribeiro et al., 2016;
Lundberg & Lee, 2017). The Explainability Layer produces feature attributions but does not,
by itself, generate jurisprudential adequacy.

This reliance on post-hoc explanation invites an objection. Rudin (2019) argues that high-
stakes decisions should employ models that are interpretable by design rather than opaque
models wrapped in post-hoc approximations, since attributions of the kind produced by LIME
and SHAP may be unstable or unfaithful to the model they purport to explain. The objection is
well taken, and the MEGM accommodates it in two ways. Where an interpretable-by-design
model is feasible, the framework prefers it and applies the three interpretive layers directly to
the model’s own logic rather than to a surrogate. Where institutional constraints make an
opaque model unavoidable, the fidelity of the explanation becomes itself an object of the
Shari‘ah audit: an attribution whose stability cannot be demonstrated is, for the purposes of
bayan, a defective disclosure, and the yagin layer requires that such fragility be recorded rather
than concealed. The post-hoc explanation is therefore not assumed to be reliable; its reliability
is part of what the framework is designed to interrogate.

Above the Explainability Layer, the MEGM introduces three interpretive layers that
translate technical explanations into jurisprudentially auditable form. The first, Probabilistic
Bayan, renders feature attributions in the form of disclosure statements that meet the Hanafi
standard for material clarity in contracting. The second, Justificatory 7« il, identifies the 7llah
(operative cause) of the decision and assesses whether the cause is jurisprudentially admissible.
The third, Maslahah-Based Evaluation, situates the decision within the magasid hierarchy and
evaluates its contribution to or against legitimate interests. Above the three interpretive layers
sits the SharT'ah Audit Layer, which provides documentary outputs suitable for review by a
Shari‘ah supervisory board.

Shari‘ah Audit Layer

Documentation for Shari‘ah supervisory board review

T

Probabilistic Justificatory Maslahah-
Bayan Ta‘lil Based Evaluation
Disclosure of Admissibility Situating the decision
contributing factors assessment of the within the maqasid
and residual uncertainty operative cause (‘illah) hierarchy
Explainability Layer
LIME (Ribeiro et al., 2016) - SHAP (Lundberg & Lee, 2017)
Post-hoc feature attributions for individual decisions

T

Machine Learning Model

Credit scoring - sukuk pricing - takaful underwriting - compliance flagging

Supervised classifier or regressor

Figure 1. The Maqasid-Explainability Governance Model (MEGM)
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4.2 Probabilistic Bayan

The Probabilistic Bayan layer takes as input the feature attributions produced by the
Explainability Layer and produces as output a structured disclosure statement that satisfies the
Hanafi standard of material clarity. The disclosure statement identifies, in non-technical
language accessible to the contracting party, the factors that most influenced the decision, the
direction and approximate magnitude of their influence, and the residual uncertainty associated
with the model’s output. The criterion for adequate bayan is not perfect transparency, which is
unattainable in any consequential decision, but sufficient transparency that the contracting
party can form a reasoned judgement about whether to consent to the transaction on the
disclosed terms.

4.3 Justificatory Ta‘lil

The Justificatory 7a il layer addresses a question that technical XAl does not: are the operative
reasons for the decision jurisprudentially admissible? Drawing on the Hanafi tradition of cause-
identification in legal reasoning, this layer maps the feature attributions onto candidate ‘ila/
(operative causes) and assesses each for admissibility. Causes that are admissible include
factors directly relevant to risk, contractual capacity, and material circumstance. Causes that
are inadmissible include factors that operate as proxies for protected characteristics, factors
that are unrelated to the legitimate basis of the contract, and factors whose use would conflict
with the principle of daf* al-darar. The output of this layer is a justificatory statement that
either ratifies the decision or flags it for human review.

4.4 Maslahah-Based Evaluation

The Maslahah-Based Evaluation layer assesses the decision against the magqasid hierarchy. A
decision that supports the protection of dariiriyyat (necessities), such as decisions concerning
livelihood or shelter, is evaluated against a more demanding standard than a decision that
affects tahsiniyyat (improvements). The output of this layer is an evaluative score that situates
the decision within the maqasid framework and identifies any tension between the decision’s
technical optimum and its jurisprudential propriety.

4.5 Governance Protocol

Operationally, the MEGM is invoked at three points in the lifecycle of an automated decision.
At the point of model deployment, the institution conducts a baseline audit using each of the
three interpretive layers, producing a model governance dossier that is reviewed and signed off
by the Shari‘ah supervisory board. At the point of individual decision-making, the model
generates, alongside its primary output, the layered MEGM explanation, which is retained as
part of the contract record. At the point of periodic review, the institution conducts an aggregate
audit of model behaviour across decisions, with particular attention to patterns that would
constitute darar at the aggregate level. The protocol thus integrates ex ante design review, ex
tempore decision audit, and ex post outcome monitoring within a single governance instrument,
paralleling broader frameworks of algorithmic accountability that structure review across ex
ante, in-process, and ex post moments (Diakopoulos, 2016).
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5.  Ilustrative Application Of The MEGM To Sukiik Pricing And Takaful
Underwriting

5.1 Case Application One: Sukik Pricing

Consider an Islamic investment bank that uses a gradient boosting model to assist in the pricing
of a new sukitk issuance. The model takes as inputs the issuer’s financial characteristics,
prevailing market conditions, the structure of the underlying asset, and historical pricing data
from comparable issuances. The model produces as output a recommended yield range. A
SHAP analysis of a representative pricing decision identifies the five features that most
influenced the recommendation: issuer credit rating, asset class, sector volatility, issuance
tenor, and the credit spread of comparable conventional issuances. The feature attributions,
taken on their own, raise no immediate concern.

Applied to this decision, the MEGM produces three distinct outputs. The Probabilistic
Bayan layer translates the SHAP attributions into a disclosure statement that identifies the five
contributing factors in plain language, with their directional influence and approximate
magnitude. The Justificatory 7a il layer examines each contributing factor for jurisprudential
admissibility. Four of the five features are admissible without qualification; the fifth, the credit
spread of comparable conventional issuances, is flagged as requiring scrutiny on the ground
that systematic anchoring of sukiik pricing to conventional bond markets risks importing the
interest-rate logic of riba-based instruments into a Shari‘ah-compliant pricing process. The
Maslahah-Based Evaluation layer notes that the decision affects the public capital market and
therefore engages masalih ‘ammah at the level of hajiyyat. The composite MEGM output
recommends that the model’s recommendation be accepted in part but that the conventional
spread feature be reweighted or replaced in subsequent model iterations.

Table 1. SHAP feature attributions for a representative sukiik pricing decision and the
corresponding MEGM assessment at each interpretive layer

Feature SHAP Probabilistic Bayan Justificatory Ta‘lil Maslahah-Based
attribution (Layer 1) (Layer 2) Evaluation (Layer
3)

Issuer credit rating (+0.34 Disclosed as the dominant/Admissible; a Serves investor
upward driver of the recognised direct protection (hajiyyat)
recommended yield measure of issuer risk

Asset class +0.21 Disclosed as a structural |[Admissible; reflects the [Supports orderly
determinant of pricing  |contractual basis of the [capital-market function

issuance (hajiyyat)

Sector volatility ~ [+0.18 Disclosed as a sectoral ~ |Admissible; a legitimate [Supports prudent risk
risk premium risk-pricing factor allocation (hajiyyat)

Issuance tenor +0.12 Disclosed as a maturity  |Admissible; reflects Ordinary term
adjustment time to maturity, not structure; neutral to

interest maslahah

Credit spread of ~ (+0.27 Disclosed as reliance on a [Flagged; risks importing [Potential conflict at

comparable conventional-market riba-based interest-rate |dartriyyat (integrity of

conventional benchmark logic into a SharT'ah-  |[slamic finance)
issuances compliant process

Source: Authors’ synthesised illustration. SHAP attributions are illustrative and
directional, presented for expository purposes.
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5.2 Case Application Two: Takaful Underwriting

Consider a family takaful operator that uses a machine learning model to classify applicants
into risk categories for the purposes of contribution calculation. The model takes as inputs
demographic data, health declarations, lifestyle factors, and historical claims data. The SHAP
attribution for a representative classification identifies age, declared chronic conditions,
occupational risk, and postal code as the four most influential features. The first three are
jurisprudentially uncontroversial. The fourth, postal code, is flagged by the Justificatory Ta /il
layer as a candidate proxy variable.

The MEGM analysis proceeds further. Postal code may correlate with relevant
underwriting factors such as access to healthcare and environmental quality, but it may also
correlate with ethnicity, socioeconomic status, and religious affiliation, none of which are
admissible bases for differential treatment (cf. Barocas & Selbst, 2016) in a takaful
arrangement grounded in fa ‘awun (mutual assistance). The Maslahah-Based Evaluation layer
further notes that fakaful is constituted on a cooperative rather than a commercial logic, and
that pricing decisions that systematically disadvantage protected groups undermine the
doctrinal foundation of the instrument itself. The composite MEGM output recommends that
postal code be removed from the model and replaced by direct measurements of the underlying
factors it was serving as a proxy for. The case illustrates how the model can detect a
jurisprudential concern that the underlying technical XAl alone would not have surfaced.

Table 2. SHAP feature attributions for a representative takaful underwriting decision and the
corresponding MEGM assessment at each interpretive layer

Feature SHAP Probabilistic Bayan Justificatory Ta‘lil Maslahah-Based
attribution (Layer 1) (Layer 2) Evaluation
(Layer 3)
Applicant age +0.33 Disclosed as the leading |Admissible; a Supports fair
driver of the risk recognised actuarial contribution pricing
classification basis (hajiyyat)
Declared chronic  [+0.29 Disclosed as a direct Admissible; materially |[Supports the integrity of
conditions health-risk factor relevant to the risk the risk pool (hajiyyat)
ooled
Occupational risk [+0.16 Disclosed as an Admissible; a Supports equitable
occupation-class loading [recognised hazard-class |contribution (hajiyyat)
factor
Postal code +0.14 Disclosed but Flagged; candidate Conflict at dartiriyyat;
ambiguous; a proxy for ethnicity, undermines the
geographic proxy socioeconomic status, or|cooperative basis of
variable religion, none takaful
admissible under
ta‘awun

Source: Authors’ synthesised illustration. SHAP attributions are illustrative and
directional, presented for expository purposes.

5.3 Comparative Observations

Read together, the two cases demonstrate that the MEGM generalises across structurally
different applications without modification to its layered architecture. The sukik case is a
pricing (regression) task and the takaful case a classification task; yet in both the same pipeline
applies, with the Probabilistic Bayan layer rendering the SHAP attributions as plain-language
disclosure, the Justificatory Ta‘lil layer testing each feature for the admissibility of its operative
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cause, and the Maslahah-Based Evaluation layer situating the decision within the maqasid
hierarchy. The two cases nonetheless surface different categories of jurisprudential concern. In
the sukiik case the flagged feature implicates the substantive validity of the pricing process,
since anchoring to a conventional benchmark risks importing riba-based logic; in the takaful
case the flagged feature implicates distributive fairness and the cooperative (ta‘awun)
foundation of the instrument through proxy discrimination. In both, the concern is generated
by the Ta'lil layer and escalated by the Maslahah layer, and in both it would have remained
latent in the raw SHAP output, which on its own flags nothing. The model thus operates
consistently across both hajiyyat-level and dariiriyyat-level concerns, which supports the claim
that it provides a general rather than application-specific auditing structure for automated
decision-making in Islamic finance.

6.  Discussion
6.1 Alignment with AAOIFI and IFSB Standards

The MEGM produces governance outputs that align with several of the requirements
articulated in the AAOIFI Governance Standards and the IFSB Shari'ah Governance
framework. The contractual instruments to which the model is applied, including sukiik and
takaful, are themselves governed by the AAOIFI Shari‘ah Standards (AAOIFI, 2017), which
the model’s interpretive layers are designed to operationalise at the point of decision rather
than merely at the point of product approval. AAOIFI Governance Standard No. 1 requires that
Shari‘ah supervisory boards have access to documentation sufficient to discharge their
oversight function (AAOIFI, 2023). The Shari'ah Audit Layer of the MEGM produces
documentation of just this kind, organised around the four jurisprudential principles that govern
mu ‘amalat; the approach is consistent with broader work on ethics-based Al auditing
(Mokander & Floridi, 2021). IFSB-10 and the more recent IFSB-25 on Shari‘ah governance
disclosure require ongoing monitoring of Shari'ah compliance across the institution’s activities
(IFSB, 2023). The aggregate audit component of the MEGM governance protocol responds
directly to this requirement.

6.2 Implications for Shari‘ah Governance Practice

Adoption of the MEGM would carry several practical implications for Shari‘ah governance
practice. Shari'ah supervisory boards would receive structured, comparable documentation
across all algorithmic decisions, allowing them to identify patterns that individual decisions
would not reveal. Internal Shari'ah auditors would gain a clearer mandate to engage with the
technical operations of the institution, supported by a framework that translates between
jurisprudential reasoning and technical output. Regulators would have a basis for examining
the governance of algorithmic decision-making in Islamic financial institutions in a manner
that is consistent with the existing Shari ah supervisory architecture rather than parallel to it.

6.3 Theoretical Implications

Beyond its operational implications, the study advances two theoretical contributions. First, it
demonstrates that classical Hanafi mu ‘amalat theory, properly reconstructed, can serve as an
operational foundation for contemporary governance instruments rather than as a purely
historical reference. Second, it repositions al-Sarakhsi within contemporary Islamic finance
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scholarship as a working theoretical resource for the regulation of automated decision-making,
complementing the more familiar engagement with al-Shatibi and Ibn ‘Ashir in the magasid
literature. Both contributions extend the analytical reach of classical figh into a domain in
which it has not previously been deployed.

7. Conclusion

This study has argued that explainability in Islamic financial Al is owed as a fiduciary duty
rather than offered as a technical convenience, and that the duty is already latent in classical
mu ‘amalat theory. Drawing on Imam al-Sarakhsi’s 4-Mabsiit, four jurisprudential principles,
namely bayan, daf* al-darar, yaqin, and maslahah, have been reconstructed and
operationalised into the Maqgasid-Explainability Governance Model. Application of the model
to sukitk pricing and takaful underwriting suggests that layered interpretability is capable of
satisfying auditability requirements that conventional XAl deployed in isolation, may not fully
meet. The model repositions al-Sarakhsi’s mu ‘amalat theory as an active jurisprudential
foundation for ethical Al governance rather than as a historical reference.

Three limitations should be acknowledged. The case studies presented are illustrative
rather than empirical, and the model awaits validation through field deployment in an Islamic
financial institution. The doctrinal reading of al-Sarakhst advanced here is interpretive and
admits of alternative readings. The analogical extension of classical principles to algorithmic
decision-making, though methodologically defensible within the Hanafi tradition of takhrij,
remains a constructive rather than a direct application.

These limitations in turn mark out where the work should go next. First, empirical
validation of the MEGM through pilot deployment in collaboration with Islamic financial
institutions and their Shari‘ah supervisory boards would strengthen the model’s practical
foundation. Second, extension of the framework to additional Al use cases in Islamic finance,
including zakat calculation, wagf management, and Islamic microfinance, would test its
generalisability. Third, comparative analysis with the maqasidi frameworks of al-Shatibi, Ibn
‘Ashiir, and Ibn Taymiyyah would situate al-Sarakhsi’s contribution within a broader classical
conversation and may produce complementary governance principles.
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Appendix A: Shari'ah-Audit Implementation Checklist

The following checklist operationalises the Maqasid-Explainability Governance Model for use
by Shar1‘ah supervisory boards, internal Shari ah auditors, and regulators reviewing an
Islamic financial institution’s deployment of an automated decision system. The
checklist is organised by the three interpretive layers of the MEGM and may be applied
at the point of model deployment, at the point of individual decision-making, and at
periodic aggregate review.

Layer 1: Probabilistic Bayan

1. Does the institution generate, for each automated decision affecting a contracting party, a
disclosure statement identifying the principal contributing factors?

2. Are these factors expressed in language reasonably accessible to the contracting party?
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3. Is the directional influence of each factor disclosed, with an indication of approximate
magnitude?

4. Is the residual uncertainty of the model’s output disclosed?

5. Is the disclosure statement retained as part of the contract record for the duration of
regulatory retention requirements?

Layer 2: Justificatory Ta 'lil

6. For each significant contributing factor, has the operative cause ( i/lah) been identified?

7. Has each identified cause been assessed for jurisprudential admissibility?

8. Have proxy variables that may stand in for protected characteristics been identified and either
removed or replaced with direct measurements?

9. Where a contributing factor has been flagged as questionable, has the decision been routed
to human Shari ah review prior to finalisation?

Layer 3: Maslahah-Based Evaluation

10. Has the decision been situated within the magasid hierarchy of dariiriyyat, hajiyyat, and
tahsiniyyat?

11. Where the decision affects daririyyat, has the more demanding standard of review been
applied?

12. Has the aggregate behaviour of the model been monitored for patterns that would constitute
darar at the institutional or societal level?

13. Where such patterns have been detected, has the model been modified or its deployment
limited?

Documentation Requirements

14. Has the institution maintained a model governance dossier that is reviewed and signed off
by the Shari‘ah supervisory board at deployment and at each material model revision?

15. Are the outputs of the three interpretive layers retained in a form auditable by AAOIFI
Governance Standards and IFSB Shari'ah governance requirements?

586



	1. Introduction
	2. Methodology
	3. Al-Sarakhsī’s Theory Of Muʿāmalāt And The Jurisprudential Foundations Of Algorithmic Governance
	3.1 Al-Sarakhsī and Al-Mabsūṭ in Context
	3.2 Bayān: The Obligation of Clarity in Contractual Relations
	3.3 Dafʿ al-Ḍarar: The Principle of Harm Prevention
	3.4 Yaqīn: The Principle of Legal Certainty
	3.5 Maṣlaḥah: The Principle of Public Welfare
	3.6 From Classical Principles to Algorithmic Governance

	4. The Maqāṣid-Explainability Governance Model (MEGM)
	4.1 Architecture of the Model
	4.2 Probabilistic Bayān
	4.3 Justificatory Taʿlīl
	4.4 Maṣlaḥah-Based Evaluation
	4.5 Governance Protocol

	5. Illustrative Application Of The MEGM To Ṣukūk Pricing And Takāful Underwriting
	5.1 Case Application One: Ṣukūk Pricing
	5.2 Case Application Two: Takāful Underwriting
	5.3 Comparative Observations

	6. Discussion
	6.1 Alignment with AAOIFI and IFSB Standards
	6.2 Implications for Sharīʿah Governance Practice
	6.3 Theoretical Implications

	7. Conclusion
	8. Acknowledgements
	References

